








Useful AI Has Arrived

Source: GitHub, April 2026





Agents Go to Work

Make a JavaScript Newton's Cradle 
animation in a single HTML file. 









Agents Go to Work

Create a gif of NVIDIA-green dots on black 
scatter, form Taipei 101 building, morph to 
“GTC TAIPEI 2026,” morph to the NVIDIA eye 
logo, then scatter and repeat.









Agents Go to Work

I lost my remote control battery clip, it looks 
like this. Create a CAD file ready for 3D 
printing to create a new one.
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Vera Rubin in Full Production

ODMs and OEMs



NVIDIA Vera – CPU for the Age of AI

VeraVera Rubin Vera BlueField
Compute GPU Storage

Grace 
BlueField



NVIDIA-Custom Olympus Core

88-Core / 176-Threads
Spatial Multithreading

3.4 TB/s Core-to-Core BW

2MB L2 per Core / 164MB L3

1.2 TB/s LPDDR5X ECC

1.4 TB/s PCIe Gen6  

250W - 450W TDP 1.8 TB/s NVLink C2C 

10-Wide Instruction Fetch/Decode

40% Lower Loaded Latency 
(vs x86)

CPU for Agents
NVIDIA Vera



1X 1X

2X

3X

Bandwidth Bandwidth per Core

x86 CPU with DDR5 NVIDIA Vera with LPDDR5X

3X Bandwidth per Core vs. x86
NVIDIA Vera



1.8X Agentic Sandbox Performance vs. x86
NVIDIA Vera

1X 1X

1.7X
1.9X

Compilation Python

x86 CPU NVIDIA Vera





“NVIDIA Vera is the most formidable 
competition to Intel and AMD x86_64 

processors ever realized.” 

Michael Larabel 
Author, Phoronix CPU Benchmark Suite



Vera CPU 3X Faster SQL Data Processing

“With Starburst on NVIDIA Vera CPUs with Dell, agents can instantly query governed enterprise data at scale, 
unlocking the ground truth to power decisions at the speed the agentic era requires." 

― Justin Borgman, CEO and Founder of Starburst

Dell AI Data Platform With NVIDIA

Data Orchestration Engine

High Performance Scale-Out Storage

Data Engines

Data Protection and Cyber Resilience

Powered by 
Starburst

x86 CPU NVIDIA Vera

3X

2.2 min

0.7 min

Analytical Data Processing Benchmark  (1 TB)



AI Compute Server

Real-Time Streaming Engine

Stock Exchange Trading Platform

Vera CPU 6X Faster Real-Time Streaming Data Processing

x86 CPU NVIDIA Vera

6X

18 ms

3 ms

P99 Streaming Latency

“In collaboration with Redpanda and HPE, using NVIDIA Vera CPUs, we will be scaling our capacity, while further 
optimizing latency to power a high-performance, resilient and AI-ready market infrastructure.”

― Lynn Martin, President of NYSE Group



Early Adopters

Cloud

Ecosystem Partners

CPU for Agents
NVIDIA Vera Opens Large Market 





NVIDIA AI Platform

Announcing NVIDIA Agent Toolkit for Enterprise AI



ChipStack AI Super Agent
Planning and Orchestration

Mental Model Agent
Design Intent

Mental Model

Unit Test Agent
Simulate Chip Behavior

Formal Agent
Prove Design Compliance

OpenShell

Bug Reports,
Logfiles

RTL Agent
Rewrite Code

Announcing Cadence Chip Design Super Agent

Outputs

RTL Coverage Metrics

Proof Core

COI Coverage

Functional Coverage

Code Coverage
Codex Agent

Inputs

RTL

Specs





Agent Productivity
PinchBench

GLM 5.1 
(744B) 

Kimi K2.6 
(1T) 

Qwen3.5 
(397B) 

84% 91% 89%

Instruction Following
IFBench 77% 74% 78%

Knowledge Work
GDPVal-AA 1,594 1,508 1,192

Professional Work Tasks
ProfBench (Search) 46% 53%

Long Context
Ruler @1M N/A (max 256K) N/A (max 256K) 90%

91%

82%

1,448

56%

95%

Nemotron 3 Ultra
(550B) 

Announcing NVIDIA Nemotron 3 Ultra

Frontier Smart

56%

Long-Horizon Planning
EnterpriseOps-Gym 40% 29% 30%

Coding
Terminal-Bench 2.0 64% 67% 53%

33%

54%



Announcing NVIDIA Nemotron 3 Ultra
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Nemotron 3 UltraGLM-5.1

Kimi K2.6

Qwen3.5 397B

Intelligence Index

Alibaba Kimi NVIDIA Z.ai

Output Speed 
(Output Tokens per Second)

5X Faster



$250 $500 $750 $2,000$1,000 $1,250 $1,750

20

60

40

80

% Coding Tasks
Completed

SWE-bench Verified, CoreWeave, DeepInfra

Announcing NVIDIA Nemotron 3 Ultra

Nemotron 3 Ultra 
(550B)

Cost to Task Completion 
(US$)

Cost 
Efficiency 
Frontier

GLM-5.1
(744B)

Qwen3.5
(397B)

Kimi-K2.6
(1T)

Alibaba Kimi NVIDIA Z.ai

$1,500

30% Lower Cost



Enterprise Software Platforms Build Agents on NVIDIA

AI FDE Supply Chain Agent

Expense Accounting, Supply Chain IT Services and Workflow Automation Autonomous Chip Design Autonomous Debug and 
Verification Engineer for EDA​

Detection Triage, Malware Analysis, 
Threat Hunting

Engineering and Scientific 
Workflow Automation

RTL Engineer for EDA



40 Years of Personal Computing



NVIDIA and Microsoft Reinvent PC

Local LLM

QwenNemotronGemma GLM MiniMaxKimiGPT-OSSDeepSeek





Powered by RTX Spark

Full NVIDIA Stack
CUDA  |  TensorRT  |  NVFP4

RTX Ray Tracing  |  DLSS  |  Reflex  |  G-SYNC

20 Core Grace CPU
Custom Built with MediaTek

128 GB Unified Memory
600 GB/s NVLink C2C

Blackwell RTX GPU
1 Petaflop FP4 AI Performance

Announcing NVIDIA and 
Microsoft Reinvent PC





Accelerate Every AI. Every App. Every Game.



Announcing New Adobe Premiere 
and Photoshop for RTX Spark

Up to 2X Faster 

Creative Agent-Ready



Available Fall

Smart. Powerful. Beautiful.
Announcing NVIDIA RTX Spark Laptops



Three Revolutionary Windows Machines
One Architecture. Agent-Ready.



A New Line. A New Beginning.

2026

2028

2030

RTX Spark

DGX Station
for Windows

RTX Spark
DGX Station
for Windows

RTX Spark

DGX Station
for Windows

2029

2027

Blackwell

Rubin

Feynman

Feynman
HBM Next

Rosa 
CPU

Rosa Feynman 
Spark

CX10

Rosa Feynman 
Spark

Rubin
HBM4

Vera 
CPU

Vera Rubin Spark
LPDDR6

CX9
1600G

Vera Rubin Spark
LPDDR6

Blackwell Ultra
20 Petaflops

HBM3e

Grace
LPDDR5x

Grace Blackwell Spark
1 Petaflop
LPDDR5x

Grace Blackwell Spark
400 Teraflops

LPDDR5x

CX8
800G





Compute is Data



Announcing NVIDIA Cosmos 3 — The Frontier of Physical AI

Embodiment Video Generation
R-Bench

Action Policy Score
RoboArena

Manipulation Policy Success
RoboLab

World Understanding
VANTAGE-Bench

Anomaly Detection Reasoning
TAR

Text to Image
Artificial Analysis

Image to Video
Artificial Analysis

World Generation Accuracy
PAI-Bench

Physics Accuracy
Physics-IQ

,





Announcing AI Leaders Join NVIDIA Cosmos Coalition



DRIVE AGX Thor

Alpamayo and OmniDreams
 Open Models

Alpa Simulators Training Data Generation

Hyperion

NVIDIA DRIVE Hyperion Robotaxi Platform
Announcing Alpamayo 2 Super Robotaxi Reasoning Model

NVIDIA Halos OS



Global Automakers Build Robotaxis on NVIDIA DRIVE Hyperion





GR00T Open ModelsIsaac Simulators Training Data Generation

NVIDIA Isaac GR00T Humanoid Robot Platform

Jetson Thor

NVIDIA Isaac OS



Jetson Thor Onboard Compute 
2070 FP4 TFLOPS  |  14-Core Arm CPU  |  128 GB memory

31-DOF Unitree H2 Plus Robot

22-DOF 5-Finger Sharpa Hands

GR00T Software Stack
Data Generation and Policy Validation

Unitree Whole-Body Control  |  GR00T 1.7 Model

Available October 2026

Announcing NVIDIA Isaac GR00T 
Reference Humanoid Robot

Unitree H2 Plus
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